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    h1

HTTP/1.1 client and server for Erlang/OTP. Designed so call sites that already use h2 (HTTP/2) or quic_h3 (HTTP/3) can swap protocols without rewrites.
	RFC 9110 / RFC 9112 messages — chunked transfer, trailers, Expect: 100-continue, obs-fold tolerated.
	RFC 9112 §9.3 request pipelining with in-order response delivery on the wire.
	RFC 9112 §7 Upgrade / 101 Switching Protocols primitive, including socket handoff.
	RFC 9110 §9.3.6 CONNECT tunnel primitive (h1:accept_connect/3,4): 200 Connection Established with atomic raw-socket handoff, no chunked framing.
	RFC 9297 capsule codec for post-Upgrade framing (wire-compatible with h2, shared by masque for RFC 9298 CONNECT-UDP).
	Hardened against request smuggling (RFC 9112 §6.1), slowloris (idle + request timers), and oversized framing.
	TLS defaults to verify_peer with the OS trust store and hostname verification.
	Zero external runtime dependencies; proper only in the test profile.
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Install
The hex package is published as erlang_h1 (the short name h1
was already taken on hex.pm). The OTP application and module atom stay
h1, so call sites write h1:connect/2 either way.
%% rebar.config — from hex
{deps, [{erlang_h1, "0.7.0"}]}.

%% Or directly from git
{deps, [
    {erlang_h1, {git, "https://github.com/benoitc/erlang_h1.git", {tag, "0.7.0"}}}
]}.
Requires Erlang/OTP 26+.
The h1 application owns the top-level supervisor for listeners. Start it from your *.app.src dependencies or manually:
ok = application:ensure_started(h1).
Quickstart
One-shot GET
ok = application:ensure_started(h1),
{ok, Conn}     = h1:connect("example.com", 80),
{ok, StreamId} = h1:request(Conn, <<"GET">>, <<"/">>, []),
{Status, Body} =
    receive
        {h1, Conn, {response, StreamId, S, _Headers}} ->
            Payload = collect(Conn, StreamId, <<>>),
            {S, Payload}
    end,
ok = h1:close(Conn),
io:format("~p ~p~n", [Status, Body]).

collect(Conn, Id, Acc) ->
    receive
        {h1, Conn, {data, Id, D, false}} -> collect(Conn, Id, <<Acc/binary, D/binary>>);
        {h1, Conn, {data, Id, D, true}}  -> <<Acc/binary, D/binary>>;
        {h1, Conn, {closed, _}}          -> Acc
    end.
A server that echoes "hello"
ok = application:ensure_started(h1),
Handler = fun(Conn, Id, <<"GET">>, _Path, _Hs) ->
    h1:send_response(Conn, Id, 200,
                     [{<<"content-type">>, <<"text/plain">>}]),
    h1:send_data(Conn, Id, <<"hello HTTP/1.1">>, true)
end,
{ok, Server} = h1:start_server(8080, #{handler => Handler}),
io:format("listening on ~p~n", [h1:server_port(Server)]).
curl http://127.0.0.1:8080/ returns hello HTTP/1.1.
Client
h1:connect/2,3 opens a connection. The calling process becomes the owner: all protocol events arrive as messages tagged {h1, Conn, Event}.
-spec h1:connect(Host, Port)       -> {ok, pid()} | {error, term()}.
-spec h1:connect(Host, Port, Opts) -> {ok, pid()} | {error, term()}.
Host may be a string, binary, or inet:ip_address(). Opts is a map (see Tuning); transport defaults to plain TCP.
Simple GET
{ok, Conn}     = h1:connect(<<"httpbin.org">>, 80),
{ok, StreamId} = h1:request(Conn, <<"GET">>, <<"/get">>, []).
Host: is auto-added from the connect hostname if omitted.
POST with a known body
Body = <<"{\"hello\":\"world\"}">>,
{ok, _} = h1:request(Conn, <<"POST">>, <<"/post">>, [
    {<<"content-type">>, <<"application/json">>}
], Body).
Content-Length is computed automatically when you pass the body as the 5th argument.
Streaming an upload
When you don't know the body size up front, use chunked transfer:
{ok, Sid} = h1:request(Conn, <<"POST">>, <<"/upload">>, [
    {<<"transfer-encoding">>, <<"chunked">>}
]),
ok = h1:send_data(Conn, Sid, <<"chunk-1 ">>,  false),
ok = h1:send_data(Conn, Sid, <<"chunk-2 ">>,  false),
ok = h1:send_data(Conn, Sid, <<"chunk-3">>,   true).
The last call with EndStream = true writes the trailing 0\r\n\r\n.
Pipelining multiple requests
{ok, S1} = h1:request(Conn, <<"GET">>, <<"/a">>, []),
{ok, S2} = h1:request(Conn, <<"GET">>, <<"/b">>, []),
{ok, S3} = h1:request(Conn, <<"GET">>, <<"/c">>, []),
%% Responses arrive in the same order:
{h1, Conn, {response, S1, _, _}} = receive_next(),
{h1, Conn, {response, S2, _, _}} = receive_next(),
{h1, Conn, {response, S3, _, _}} = receive_next().
Pass pipeline => false in the connect opts if you want explicit serialization — a second h1:request while a response is in flight then returns {error, pipeline_disabled}.
Reading trailers
{ok, Sid} = h1:request(Conn, <<"GET">>, <<"/chunked-with-trailers">>, []),
loop(Conn, Sid).

loop(Conn, Sid) ->
    receive
        {h1, Conn, {response, Sid, Status, Headers}} ->
            io:format("status=~p~n", [Status]),
            loop(Conn, Sid);
        {h1, Conn, {data, Sid, D, false}} ->
            io:format("chunk: ~p~n", [D]),
            loop(Conn, Sid);
        {h1, Conn, {trailers, Sid, Trailers}} ->
            io:format("trailers: ~p~n", [Trailers]);
        {h1, Conn, {data, Sid, _, true}} ->
            io:format("(no trailers)~n")
    end.
{trailers, Sid, _} is an implicit end-of-stream, so a chunked response with trailers does not also emit a final {data, _, _, true} event.
100-continue
Pass Expect: 100-continue in the request headers when sending a body:
{ok, Sid} = h1:request(Conn, <<"PUT">>, <<"/big">>, [
    {<<"expect">>, <<"100-continue">>},
    {<<"content-length">>, integer_to_binary(byte_size(Body))}
], Body).
The client stages the body; it is released onto the wire when a 100 Continue arrives (surfaced as {informational, Sid, 100, _}) or when any non-100 response aborts it.
HEAD, CONNECT, and other methods
{ok, _} = h1:request(Conn, <<"HEAD">>, <<"/big.iso">>, []),
receive
    {h1, Conn, {response, _, _, Hs}} ->
        %% No body follows — the parser honors the HEAD rule even if
        %% Content-Length is present.
        proplists:get_value(<<"content-length">>, Hs)
end.
Closing
ok = h1:close(Conn).
close/1 tolerates an already-exited connection (common if the peer closed first), so you don't need to trap exits just to call it.
Server
h1:start_server/2,3 opens a listener under the h1 application's supervisor. The listener owns one listen socket and an acceptor pool; each accepted connection spawns an h1_server loop that dispatches requests to your handler.
Minimal
Handler = fun(Conn, Id, Method, Path, _Headers) ->
    Body = iolist_to_binary(io_lib:format("~s ~s", [Method, Path])),
    h1:send_response(Conn, Id, 200,
        [{<<"content-type">>, <<"text/plain">>},
         {<<"content-length">>, integer_to_binary(byte_size(Body))}]),
    h1:send_data(Conn, Id, Body, true)
end,
{ok, Server} = h1:start_server(8080, #{handler => Handler}).
Named server + stop
{ok, Server} = h1:start_server(my_http, 8080, #{handler => Handler}),
Port = h1:server_port(Server),
%% later
ok = h1:stop_server(Server).
Handler as a module
-module(my_handler).
-export([handle_request/5]).

handle_request(Conn, Id, <<"GET">>, <<"/">>, _Headers) ->
    h1:send_response(Conn, Id, 200, [{<<"content-length">>, <<"2">>}]),
    h1:send_data(Conn, Id, <<"ok">>, true);
handle_request(Conn, Id, _, _, _) ->
    h1:send_response(Conn, Id, 404, [{<<"content-length">>, <<"0">>}]),
    h1:send_data(Conn, Id, <<>>, true).

%% wire it up
{ok, _} = h1:start_server(8080, #{handler => my_handler}).
Reading a request body
Body and trailer events arrive as {h1_stream, Id, _} messages in the handler process:
echo(Conn, Id, <<"POST">>, _Path, Headers) ->
    Body = collect_body(Id, <<>>),
    Size = integer_to_binary(byte_size(Body)),
    h1:send_response(Conn, Id, 200, [{<<"content-length">>, Size}]),
    h1:send_data(Conn, Id, Body, true).

collect_body(Id, Acc) ->
    receive
        {h1_stream, Id, {data, Bin, true}}  -> <<Acc/binary, Bin/binary>>;
        {h1_stream, Id, {data, Bin, false}} -> collect_body(Id, <<Acc/binary, Bin/binary>>);
        {h1_stream, Id, {trailers, _}}      -> Acc
    end.
Responding before the body is read
A handler may respond before it has read the whole request body, e.g. to reject
an oversized upload with 413. When h1 sees the response committed while the
request body is still incoming, it adds Connection: close to the response,
sends it, half-closes the write side, then drains and discards the rest of the
inbound body before closing the socket. This delivers the response cleanly
instead of resetting the connection mid-upload, and means the connection is not
reused for keep-alive in that case.
reject(Conn, Id, _Method, _Path, _Headers) ->
    %% Respond on the first body event without reading the rest.
    receive
        {h1_stream, Id, {data, _Bin, _End}} ->
            h1:respond(Conn, Id, 413, [{<<"content-type">>, <<"text/plain">>}],
                       <<"too large">>)
    end.
The drain is bounded by early_response_drain, a {MaxBytes, MaxMs} budget set
on the listener (default {infinity, 30000} — discard until the peer closes or
30 s elapses, no byte cap). Either component may be infinity; 0 disables the
drain and closes immediately. If the budget is spent before the peer closes, the
socket is closed (which may reset the upload). Raise it for large uploads on slow
links, or cap MaxBytes to bound how much you are willing to read and discard:
h1:start_server(8080, #{handler => fun reject/5,
                        early_response_drain => {16#1000000, 30000}}).  %% 16 MiB / 30 s
Override it for a single response with respond/6 — useful when one endpoint
accepts much larger uploads than the listener default:
h1:respond(Conn, Id, 413, Headers, Body,
           #{early_response_drain => {64 * 1024 * 1024, 60000}}).
The legacy lingering_timeout => Ms option still works and maps to
{infinity, Ms}.
Chunked response
When the body length isn't known up front, declare Transfer-Encoding: chunked and stream with send_data/4:
stream(Conn, Id, _Method, _Path, _Headers) ->
    h1:send_response(Conn, Id, 200,
        [{<<"transfer-encoding">>, <<"chunked">>},
         {<<"content-type">>, <<"application/octet-stream">>}]),
    feed_pieces(Conn, Id, 10).

feed_pieces(Conn, Id, 0) ->
    h1:send_data(Conn, Id, <<>>, true);
feed_pieces(Conn, Id, N) ->
    h1:send_data(Conn, Id, integer_to_binary(N), false),
    timer:sleep(50),
    feed_pieces(Conn, Id, N - 1).
Emitting trailers
trailers(Conn, Id, _, _, _) ->
    h1:send_response(Conn, Id, 200,
        [{<<"transfer-encoding">>, <<"chunked">>},
         {<<"trailer">>, <<"x-checksum">>}]),
    h1:send_data(Conn, Id, <<"payload">>, false),
    h1:send_trailers(Conn, Id, [{<<"x-checksum">>, <<"deadbeef">>}]).
100-continue (server side)
When a client sends Expect: 100-continue, the handler sees it in the request headers and can decide whether to accept the body:
expect_continue(Conn, Id, _, _, Headers) ->
    case proplists:get_value(<<"expect">>, Headers) of
        <<"100-continue">> -> h1:continue(Conn, Id);
        _ -> ok
    end,
    Body = collect_body(Id, <<>>),
    h1:send_response(Conn, Id, 201, [{<<"content-length">>, <<"0">>}]),
    h1:send_data(Conn, Id, <<>>, true).
Not calling h1:continue/2 (and instead sending the final response directly) is also legal — it tells the client to abort the upload.
Pipelining
h1_server spawns one handler process per request but blocks the connection loop until that handler exits before accepting the next request. This guarantees pipelined response bytes are written in order, as required by RFC 9112 §9.3. Handlers still get their own mailbox for body streaming. Scale request-rate by raising acceptors (default: one per scheduler).
Upgrade + capsules
The Upgrade / 101 handshake is exposed at the public API. After a successful upgrade the raw socket is transferred to the caller with any leftover bytes the parser had buffered.
Client initiating an upgrade
{ok, Conn} = h1:connect("proxy.example", 443, #{transport => ssl}),
{ok, StreamId, Sock, Buf, RespHeaders} =
    h1:upgrade(Conn, <<"connect-udp">>, [
        {<<"capsule-protocol">>, <<"?1">>}
    ]),
%% From here, Sock is a plain ssl/gen_tcp socket owned by this process.
%% Anything already in Buf was received past the 101 response.
Server accepting an upgrade
The request handler inspects the Upgrade: header and calls accept_upgrade/3 to switch protocols:
handle(Conn, Id, <<"GET">>, _Path, Headers) ->
    case proplists:get_value(<<"upgrade">>, Headers) of
        <<"connect-udp">> ->
            {ok, Sock, Buf} = h1:accept_upgrade(Conn, Id,
                [{<<"capsule-protocol">>, <<"?1">>}]),
            masque_loop(Sock, Buf);
        _ ->
            h1:send_response(Conn, Id, 426,
                [{<<"content-length">>, <<"0">>},
                 {<<"upgrade">>, <<"connect-udp">>}]),
            h1:send_data(Conn, Id, <<>>, true)
    end.
RFC 9297 capsule framing on the raw socket
Once you have the post-handoff socket, h1_upgrade handles capsule encode/decode:
ok = h1_upgrade:send_capsule(gen_tcp, Sock, datagram, <<"udp payload">>),

case h1_upgrade:recv_capsule(gen_tcp, Sock, Buf) of
    {ok, {datagram, Payload}, Rest} ->
        io:format("got datagram ~p~n", [Payload]),
        loop(Sock, Rest);
    {ok, {CustomType, Payload}, Rest} ->
        io:format("capsule type=~p payload=~p~n", [CustomType, Payload]),
        loop(Sock, Rest);
    {error, R} ->
        io:format("capsule decode error: ~p~n", [R])
end.
h1_upgrade is protocol-agnostic — it doesn't know about connect-udp, connect-ip, or any specific capsule type. Consumers like masque layer their own semantics on top.
TLS
Client connecting to a trusted server
Defaults are safe — {verify, verify_peer}, OS trust store via public_key:cacerts_get/0, hostname verification, and SNI driven by the connect hostname.
{ok, Conn} = h1:connect("api.example", 443, #{transport => ssl}).
Client connecting to a self-signed or private server
User-supplied ssl_opts win on every key, so override whatever you need:
{ok, Conn} = h1:connect("localhost", 8443, #{
    transport => ssl,
    ssl_opts  => [{verify, verify_none}]
}).
Or pin a specific CA chain:
{ok, Conn} = h1:connect("internal.corp", 443, #{
    transport => ssl,
    ssl_opts  => [{cacertfile, "/etc/ca/internal-bundle.pem"}]
}).
Server with a certificate
{ok, Server} = h1:start_server(8443, #{
    transport => ssl,
    cert      => "server.pem",
    key       => "server-key.pem",
    handler   => Handler
}).
cert and key accept either file paths (as string or binary). The acceptor pool does transport_accept only; the TLS handshake itself runs in the per-connection process so one slow handshake never blocks the accept queue. Override handshake_timeout (default 30 s) in the server opts.
Tuning
Connect and server opts
%% h1:connect/3 opts (all optional except where noted)
#{transport              => tcp | ssl,                 %% default: tcp
  ssl_opts               => [ssl:tls_client_option()], %% merged over safe defaults
  connect_timeout        => timeout(),                 %% default: 30_000
  timeout                => timeout(),                 %% wait_connected timeout, default 30_000
  pipeline               => boolean(),                 %% default: true
  max_keepalive_requests => pos_integer(),             %% default: 100
  idle_timeout           => timeout() | infinity,      %% default: 300_000 (5 min)
  request_timeout        => timeout() | infinity,      %% default: 60_000
  max_body_size          => pos_integer() | infinity}. %% default: 8_388_608 (8 MB)

%% h1:start_server/2,3 opts
#{transport              => tcp | ssl,                 %% default: tcp
  cert                   => binary() | string(),       %% required for ssl
  key                    => binary() | string(),       %% required for ssl
  cacerts                => [binary()],
  handler                := fun(...) | module(),       %% required
  acceptors              => pos_integer(),             %% default: erlang:system_info(schedulers)
  handshake_timeout      => timeout(),                 %% default: 30_000
  idle_timeout           => timeout() | infinity,
  request_timeout        => timeout() | infinity,
  early_response_drain   => 0 | {MaxBytes, MaxMs},     %% default: {infinity, 30_000}
  max_keepalive_requests => pos_integer(),
  max_body_size          => pos_integer() | infinity}.
early_response_drain bounds how much of an unread request body the server
reads and discards after responding early (see "Responding before the body is
read") before closing the socket: a {MaxBytes, MaxMs} budget where either
component may be infinity, or 0 to disable the drain. The legacy
lingering_timeout => Ms option is still accepted and maps to {infinity, Ms}.
Timeouts and slowloris
idle_timeout re-arms on every byte over the connection; it only fires when the peer stops talking entirely. request_timeout is armed while a request is in flight (from send-request on the client / from header receipt on the server) and cleared when the response completes. Either firing stops the connection with {shutdown, idle_timeout} / {shutdown, request_timeout}.
Pass infinity to disable.
Body size cap
max_body_size (default 8 MB) bounds Content-Length and chunked body accumulation per stream. Exceeding it causes the parser to return {error, body_too_large} and the connection to shut. Set to infinity if you truly want unbounded uploads, but prefer a per-route enforcement when possible.
Header and URI limits
Inherited from the parser record in include/h1.hrl:
	max_line_length — 16 KiB
	max_header_name_size — 256 bytes
	max_header_value_size — 8 KiB
	max_headers — 100

All are parser options you can override via the connect/server opts map.
Events reference
Messages delivered to the owner (connect caller on the client side; h1_server process on the server side — which in turn forwards {h1_stream, …} messages to the request handler):
	Message	When	Arguments
	{h1, Conn, connected}	socket ready, parser active	—
	{h1, Conn, {request, Id, Method, Path, Headers}}	server mode: peer sent a request	
	{h1, Conn, {response, Id, Status, Headers}}	client mode: final response headers (2xx–5xx)	
	{h1, Conn, {informational, Id, Status, Headers}}	1xx interim (100 Continue / 103 / …)	
	{h1, Conn, {data, Id, Data, EndStream}}	body fragment	EndStream :: boolean()
	{h1, Conn, {trailers, Id, Headers}}	chunked body trailers; implies end-of-stream	
	{h1, Conn, {upgrade, Id, Proto, Method, Path, Headers}}	server: peer requested Upgrade	
	{h1, Conn, {upgraded, Id, Proto, Socket, Buffer, Headers}}	after 101 handoff	
	{h1, Conn, {stream_reset, Id, Reason}}	stream cancelled	
	{h1, Conn, {goaway, LastId, Reason}}	peer signaled shutdown	
	{h1, Conn, {closed, Reason}}	connection closed	

Inside a server handler process, the per-stream events are re-routed:
	Message	Meaning
	{h1_stream, Id, {data, Data, EndStream}}	body fragment for request Id
	{h1_stream, Id, {trailers, Trailers}}	trailers for request Id
	{h1_stream, Id, {stream_reset, Reason}}	client aborted mid-stream

Error reference
Failures return {error, Reason} from API calls or appear as {closed, Reason} / {shutdown, Reason} when the connection stops. Highlights:
	Reason	Meaning
	conflicting_framing	Content-Length and Transfer-Encoding: chunked on the same message (RFC 9112 §6.1 smuggling guard)
	conflicting_content_length	differing Content-Length values across duplicates or in a comma-list
	te_on_http_1_0	Transfer-Encoding on an HTTP/1.0 message (not permitted)
	chunk_size_too_long	chunk-size hex digits exceeded the 16-digit cap (DoS guard)
	body_too_large	body exceeded max_body_size
	forbidden_trailer	a trailer tried to carry a forbidden field (Content-Length, Host, etc.)
	too_many_headers	header count exceeded max_headers
	header_name_too_long / header_value_too_long	field size over limit
	method_too_long / uri_too_long / line_too_long	request-line piece over limit
	bad_request	malformed request line, status line, or version
	idle_timeout / request_timeout	connection/request was silent past its cap
	pipeline_disabled	pipeline => false and a prior request was still in flight

Using with Ranch
h1:start_server/2 runs its own acceptor pool. To plug into Ranch instead, hand the socket straight to h1_connection:
-module(h1_ranch_protocol).
-behaviour(ranch_protocol).
-export([start_link/3]).

start_link(Ref, Transport, Opts) ->
    {ok, spawn_link(fun() -> init(Ref, Transport, Opts) end)}.

init(Ref, Transport, #{handler := Handler}) ->
    {ok, Socket}  = ranch:handshake(Ref),
    TransportMod  = case Transport of ranch_ssl -> ssl; ranch_tcp -> gen_tcp end,
    {ok, Conn}    = h1_connection:start_link(server, Socket, self(), #{}),
    ok            = TransportMod:controlling_process(Socket, Conn),
    _             = h1_connection:activate(Conn),
    server_loop(Conn, Handler).

server_loop(Conn, Handler) ->
    receive
        {h1, Conn, {request, Id, M, P, H}} ->
            Handler(Conn, Id, M, P, H),
            server_loop(Conn, Handler);
        {h1, Conn, {closed, _}} -> ok;
        _ -> server_loop(Conn, Handler)
    end.
Register it as a Ranch protocol:
{ok, _} = ranch:start_listener(my_h1, ranch_tcp,
    #{socket_opts => [{port, 8080}]},
    h1_ranch_protocol,
    #{handler => fun my_handler:handle/5}).
Ranch owns draining, acceptor-pool sizing, and metrics; h1_connection handles HTTP/1.1 semantics.
For a production-shaped protocol module (per-request handler supervision, pipeline ordering, Upgrade passthrough, TLS ALPN multiplexing of h1 + h2 on one port, graceful drain) see docs/ranch.md.
Modules
	Module	Purpose
	h1	Public API (client + server).
	h1_connection	gen_statem per-connection state machine.
	h1_client	Client-side connect + handshake + TLS defaults.
	h1_server	Per-connection server loop, handler dispatch.
	h1_listener	Owns the listen socket + acceptor pool.
	h1_acceptor	Bare accept/1 loop; TLS handshake in the connection.
	h1_upgrade	RFC 9297 capsule send/recv helpers on the post-handoff socket.
	h1_parse / h1_parse_erl	Streaming request/response parser.
	h1_message	Request/response/chunk/trailer encoder.
	h1_capsule / h1_varint	RFC 9297 capsule codec.
	h1_error	Reason-code mappings.

Build and test
rebar3 compile
rebar3 eunit          # 52 tests + 4 PropEr roundtrip properties
rebar3 ct             # 159 CT cases across parse / message / capsule / connection
                      # / e2e / upgrade / connect / interop / compliance
rebar3 dialyzer       # clean
rebar3 ex_doc         # HTML docs under doc/

Interop suite
test/h1_interop_SUITE.erl drives our server with curl (GET / POST / HEAD / chunked) and our client against nginx:alpine and python:3-alpine running under Docker. Each case probes for docker / curl on the host and skips cleanly when absent, so the suite stays green on CI without those tools:
rebar3 ct --suite=test/h1_interop_SUITE

Compliance suite
test/h1_compliance_SUITE.erl codifies RFC 9110 / RFC 9112 vectors (smuggling, chunked, field syntax, request-target forms, body-framing rules, DoS guards) as static fixtures. Curated from RFC worked examples, PortSwigger's HTTP Desync corpus, and the http-garden differential-testing project.
rebar3 ct --suite=test/h1_compliance_SUITE

Status
Useful for embedding HTTP/1.1 into Erlang applications that also want the h2 / h3 event surface. Intentionally out of scope:
	HTTP/0.9.
	Upgrade: h2c cleartext negotiation (deprecated by RFC 9113); use ALPN with h2 directly instead.
	Proxy-specific semantics beyond the Upgrade and CONNECT 200 primitives (upstream routing, forward-proxy ACLs, Proxy-Authorization). accept_upgrade and accept_connect hand the socket off; the rest belongs in the proxy library. WebSocket / h2c-over-Upgrade framing is explicitly out of scope.

See docs/features.md for the full RFC coverage + gap list.
License
Apache License 2.0


  

    Changelog

All notable changes to this project are documented here. Format loosely
follows Keep a Changelog; versions
follow Semantic Versioning.
[0.7.0] - 2026-06-15
Fixed
	The early-response inbound drain no longer resets the connection when the
upload outlives the drain bound. The bound was a hardcoded 5 s
lingering_timeout that was not even wired through start_server, so a large
body over a slow link kept uploading when the timer fired and the server
closed with unread data, sending RST and losing the response (e.g. a 413). The
drain is now a configurable {MaxBytes, MaxMs} budget defaulting to
{infinity, 30000}.

Added
	early_response_drain listener option: a {MaxBytes, MaxMs} budget bounding
the early-response inbound drain (either component may be infinity; 0
disables the drain). Default {infinity, 30000}.
	h1:respond/6 takes a per-response options map; early_response_drain
overrides the listener budget for that response.

Changed
	The early-response drain default rose from 5 s to 30 s (no byte cap), matching
nginx's lingering_time, so large uploads on slow links deliver the response.
	lingering_timeout => Ms is still accepted as the time-only form of
early_response_drain ({infinity, Ms}) and is now honored by start_server.

[0.6.2] - 2026-06-12
Fixed
	A server responding before the request body is fully read (e.g. rejecting an
oversized upload with 413) no longer resets the connection mid-upload. h1 now
adds Connection: close, sends the response, half-closes the write side, and
drains the remaining inbound body before closing, so the client receives the
response. The drain is bounded by the new lingering_timeout option (default
5 s) and discarded bytes are not parsed, so a large leftover body cannot trip
max_body_size.

[0.6.1] - 2026-06-10
Fixed
	h1:accept_upgrade/3 now strips any caller-supplied Connection or
Upgrade headers (case-insensitive) from ExtraHeaders before adding
its own, so the 101 response carries exactly one of each with h1's
canonical values. Previously a caller passing them produced duplicate
headers, which spec-strict WebSocket clients (Safari, undici) reject.

[0.6.0] - 2026-06-05
Added
	max_header_block_size bounds the total bytes of a message's header
block (default 64 KB), configurable on start_server/connect. It
covers request and response headers and trailers. Over-limit input is
rejected with header_block_too_large, which maps to HTTP 431.

Changed
	Less per-request work on the hot paths: the body is measured without
being copied, each header line is parsed in a single scan, and the
response header block is built in one pass. No behaviour change.

Security
	Close an unbounded-buffer path in header parsing. A peer could otherwise
grow the parse buffer without end by dribbling a header line that never
terminates, or by stacking headers that each stayed under the per-field
size and header-count limits. The new header-block cap bounds it.

[0.5.0] - 2026-06-05
Added
	h1:respond/5 sends status, headers, and body in a single socket write
and ends the stream. A Content-Length is added when the headers carry
neither Content-Length nor Transfer-Encoding, so a fully-known body
is sent fixed-length in one gen_tcp:send rather than the two writes
send_response/4 + send_data/4 would do.

[0.4.0] - 2026-06-04
Changed
	Server request and upgrade events now deliver the full origin-form
target (path plus query) as Path; previously the query string was
dropped. Behavior change to the event's Path.

[0.3.0] - 2026-06-02
Added
	Listeners can bind a specific address or family. start_server/2,3
accept ip => inet:ip_address() (an 8-tuple selects IPv6) and
inet6 => boolean() (bind the IPv6 wildcard ::) for both the tcp
and ssl transports.

[0.2.3] - 2026-05-28
Changed
	Build and dialyzer clean on OTP 27, 28 and 29. Replaces the legacy
catch Expr operator (removed in OTP 29) with try ... catch _:_ -> ok end,
retypes upgrade_from as gen_statem:from(), and drops a handful of
unreachable clauses surfaced by unmatched_returns.

Tests / CI
	Interop suite's docker_run now picks the last non-empty stdout line
as the container id so cold image pulls don't confuse it.
	New GitHub Actions matrix runs build, xref, dialyze and tests on
OTP 27, 28 and 29 (rebar3 3.27.0).

0.2.2 - 2026-05-20
Security
	Reject chunked bodies whose declared chunk size exceeds max_body_size
before buffering, and cap the chunk-extension scan at 4096 bytes. Both
paths previously let a peer grow the parser buffer without bound.
	Enforce max_empty_lines using the parser's persistent counter so a
peer can no longer bypass the limit by dripping one blank line per packet
(bare-CRLF lines are now counted too).
	Keep the socket passive after an Upgrade / CONNECT is detected until the
handler accepts, so tunnel bytes are no longer re-parsed as HTTP.
	recv_capsule/4 now honors the overall timeout across reads and caps the
partial buffer at 16 MB (capsule_too_large).
	Acceptor backs off on unknown accept errors instead of spinning at 100% CPU.

Fixed
	wait_connected/1,2 could hang: waiters were stored with a malformed
reply tag, so gen_statem:reply never reached the caller.
	Server stream map leaked one closed-stream entry per keep-alive request;
streams are now dropped once both directions finish.
	Chunked response framing over a non-chunked Transfer-Encoding now
appends chunked to the header so it matches the wire bytes.
	Partial response status line returns more instead of bad_request.
	Connection policy (keep-alive / close) is resolved before the request
event is emitted, so handlers see consistent state.
	Server loop notifies the handler with stream_reset when the connection
dies mid-stream, preventing an orphaned handler from hanging.
	stop_server/1 erases the persistent_term entry created by
start_server/3.
	set_active_once synthesizes a close event when re-arming the socket
fails, so the connection shuts down promptly instead of stalling.

0.2.1 - 2026-04-19
Fixed
	h1:upgrade/4 crash when the :path pseudo-header is supplied (dead-code
path in handle_client_upgrade/4 eagerly encoded pseudo-headers before
upgrade_wire/1 stripped them).

0.2.0 - 2026-04-19
Added
	h1:accept_connect/3,4: server-side reply of 200 Connection Established to a classic HTTP/1.1 CONNECT with atomic raw-socket
handoff (RFC 9110 §9.3.6, RFC 9112 §3.2.3). Mirrors
h1:accept_upgrade/3 but writes status 200 and injects no
Connection/Upgrade/framing headers, so bytes past the terminating
CRLF belong to the tunnel.

0.1.1 — 2026-04-19
Changed
	Hex package name is erlang_h1 (the short h1 is already taken
on hex.pm). The OTP application, module atom, and public API are
unchanged — call sites continue to use h1:connect/2 etc.

0.1.0 — 2026-04-19
Initial release.
HTTP/1.1 core
	Streaming pure-Erlang parser covering RFC 9110 / RFC 9112: request
and response lines, chunked transfer, trailers, obs-fold, 100-continue,
absolute-form / asterisk / authority request targets.
	Request / response / chunk / trailer encoder with CRLF-injection
guards on header names, methods, paths, and reason phrases.
	RFC 9297 capsule codec (h1_capsule) wire-compatible with the
equivalent module in erlang_h2.
	h1_connection gen_statem running in both client and server modes
with keep-alive, pipelining (in-order response delivery on the
server), Expect: 100-continue, and Upgrade / 101 Switching
Protocols with socket handoff.

Public API
	h1 module mirrors the surface of h2 and quic_h3 so callers can
swap protocols: connect, request, send_data, send_trailers,
cancel, goaway, close, start_server, stop_server,
send_response, plus H1-specific upgrade, accept_upgrade,
continue, pipeline.
	Event messages ({h1, Conn, Event}) match the h2 / h3 shape,
with an extra {upgrade, ...} / {upgraded, ...} pair for the
101 handoff.

Hardening
	Smuggling guards (RFC 9112 §6.1). Reject messages carrying both
Content-Length and Transfer-Encoding: chunked; reject differing
Content-Length values across duplicates or in a comma-list; reject
Transfer-Encoding on HTTP/1.0.
	DoS guards. Chunk-size hex capped at 16 digits; configurable
max_body_size enforced per stream; idle and request timers armed
as gen_statem timeouts (slowloris guard).
	Field validation. Encoder rejects CRLF in header names, methods,
paths, and reason phrases; parser rejects forbidden fields in
trailers per RFC 9110 §6.5.1; obs-fold re-validates the unfolded
value against max_header_value_size.
	Response framing (RFC 9110 §6.3). HEAD / 1xx / 204 / 304
responses are body-less regardless of framing headers;
close-delimited bodies finalise on socket close.
	TLS defaults. Client connects with verify_peer + OS CA trust +
hostname check + automatic SNI; user-supplied ssl_opts win on
every key.
	Host enforcement. Client auto-adds the Host: header from the
connect hostname; server rejects HTTP/1.1 requests missing Host
with 400 and closes the connection.

Listener + client integration
	Built-in acceptor pool + listener (h1_acceptor, h1_listener) and
per-connection server loop (h1_server) that preserves pipelined
response byte order on the wire (RFC 9112 §9.3).
	Client connect helper (h1_client) drives TCP / TLS handshake,
socket ownership, and wait_connected synchronisation.
	Reference ranch_protocol module + docs covering drop-in Ranch
integration and ALPN multiplexing with h2.

Tests
	52 EUnit tests + 4 PropEr roundtrip properties.
	149 Common Test cases across parser, encoder, capsule codec,
connection state machine, end-to-end client/server, Upgrade +
capsule exchange, Ranch integration, compliance vectors
(smuggling / framing / chunked / DoS) and interop (curl, plus
python:3-alpine and nginx:alpine under Docker).

Documentation
	README.md — install, quickstart, full client & server walkthroughs,
TLS guidance, tuning, events and error reference, Ranch snippet.
	docs/features.md — RFC coverage, in-scope vs. intentionally
out-of-scope, internal module map.
	docs/ranch.md — production-shape protocol module, ALPN multiplex,
graceful drain, gotchas.



  

    Features

h1 implements HTTP/1.1 as a client and a server on top of Erlang/OTP sockets. This page lists what is supported, what is intentionally left out, and the internal modules a library user may want to know about.
Supported
Messages (RFC 9110 / RFC 9112)
	Request and response parsing in one pure-Erlang streaming parser (h1_parse_erl). Dual-mode: the same code path handles a request or a response line.
	Header names are normalised to lowercase on emit so plain proplists:get_value(<<"content-length">>, Headers) just works (and matches the h2-on-the-wire rule).
	Obs-fold (\r\n<WS>) tolerated and rewritten to a single space.
	Content-Length and Transfer-Encoding: chunked both supported on the framing selection path; caller may pass either explicitly, or let h1_message:choose_framing/2 pick one based on body shape.
	Smuggling guard (§6.1): a message carrying both Content-Length and Transfer-Encoding is rejected with {error, conflicting_framing}. No silent strip.
	Multiple Content-Length values — whether supplied as separate headers or as a comma-list 5, 7 — are coalesced only when every value parses to the same non-negative integer; any mismatch becomes {error, conflicting_content_length}. Unparseable values become {error, bad_request}.
	HTTP/1.0 senders using Transfer-Encoding are rejected with {error, te_on_http_1_0} — RFC 9112 §6.1 forbids TE on 1.0 and accepting it creates a smuggling surface with downstream proxies.
	Chunked body with chunk extensions (5;ext=1\r\n…) tolerated — extensions parsed and discarded.
	Trailers after the final 0\r\n chunk surfaced as a distinct {trailers, StreamId, Headers} event and treated as end-of-stream. Fields forbidden in trailers by RFC 9110 §6.5.1 (Content-Length, Transfer-Encoding, Host, framing/auth headers, etc.) are rejected with {error, forbidden_trailer}.
	Response body framing follows RFC 9112 §6.3: HEAD / 1xx / 204 / 304 responses carry no body even if Content-Length is present; Content-Length wins over close-delimited otherwise; a response with neither Content-Length nor Transfer-Encoding is treated as close-delimited (body extends to socket close, and the connection driver calls h1_parse_erl:finish/1 on tcp_closed/ssl_closed to emit the final end-of-stream event).
	Limits enforced with {error, Reason} rather than silent truncation: method_too_long, uri_too_long, header_name_too_long, header_value_too_long, too_many_headers, chunk_size_too_long (chunk-size line capped at 16 hex digits — DoS guard), body_too_large (per max_body_size parser option; default ?H1_MAX_BODY_SIZE = 8 MB, pass infinity to disable).
	Tolerance knobs (parser options): max_line_length, max_empty_lines, max_header_name_size, max_header_value_size, max_headers, max_body_size. Obs-fold is accepted then re-validated against max_header_value_size to prevent a folded value from sneaking past the limit.

Connection state machine
h1_connection is a single gen_statem used in both client and server mode.
	Idle and request timers (slowloris guard): idle_timeout (default 5 min) re-armed on every byte, and request_timeout (default 60 s) armed while a request is in flight. Either timer firing stops the connection with {shutdown, idle_timeout} / {shutdown, request_timeout}. Pass infinity to disable.
	Pipelining flag (pipeline): defaults to true. When set to false, a client's second h1:request/* call while a prior response is still in flight returns {error, pipeline_disabled} instead of queueing.
	Host auto-add (client): if the caller didn't include a host: header, the client adds one from the hostname passed to h1:connect/*. HTTP/1.1 requests reaching the server without a Host header are answered with 400 and the connection is closed — RFC 9110 §7.2 requires exactly one Host.
	Keep-alive (RFC 9112 §9.3): HTTP/1.1 default is reuse; Connection: close from either side flips the connection to close_after = true and shuts after the current exchange drains.
	Early response with unread body (RFC 9112 §6.6): when the server commits a response (respond/5,6, or send_data/4 with end_stream) while the request body is still incoming, h1 adds Connection: close, sends the response, half-closes the write side, then reads and discards the remaining inbound body before closing the socket. This delivers the response cleanly instead of resetting the connection mid-upload. The drain is bounded by the early_response_drain {MaxBytes, MaxMs} budget (default {infinity, 30000}; respond/6 overrides it per response; 0 disables it) and the discarded bytes are not parsed, so a large leftover body cannot trip max_body_size.
	Request pipelining (client): multiple h1:request/4,5 calls may be in flight simultaneously; responses are attached to requests in the order they were sent. Each request gets a monotonic StreamId so the event shape matches h2.
	Pipelined response ordering (server): the h1_server connection loop only pulls the next {request, ...} event from the mailbox after the current handler process exits, so response bytes for request N are fully flushed before any bytes for request N+1 hit the socket.
	Expect: 100-continue (RFC 9110 §10.1.1):	Server surfaces it as a stream flag; the handler calls h1:continue/2 to send 100 Continue or ignores it and sends the final response directly.
	Client sets the header automatically when the caller supplies a body, stages the body, and releases it on receiving 100 Continue or a non-100 response.


	Trailers on chunked messages: h1:send_trailers/3 writes the final 0\r\n<trailers>\r\n\r\n block.
	Owner monitoring: when the owner process exits, the connection stops with {shutdown, owner_down}.
	controlling_process/2 transfers ownership; set_stream_handler/3,4 routes per-stream events to a different pid (body streaming to a worker).
	close/1 tolerates any already-exited state (noproc, {shutdown, peer_closed}, etc.) so the caller does not need to trap.

Upgrade / 101 Switching Protocols (RFC 9112 §7.8)
	Client: h1:upgrade/3,4 writes a GET with Connection: Upgrade + Upgrade: <token>, blocks until either a 101 arrives (returning {ok, StreamId, Socket, Buffer, Headers}) or a non-101 response aborts it.
	Server: parser detects Upgrade: + Connection: upgrade, emits {upgrade, StreamId, Proto, Method, Path, Headers}, then pauses the socket so no bytes past the request are consumed. The handler calls h1:accept_upgrade/3 to send the 101 and receive {ok, Socket, Buffer}.
	On either side, after a successful 101 the gen_statem stops with {shutdown, upgraded} and the socket is controlling_process'd to the caller, along with any leftover buffered bytes.
	h1_upgrade provides framing-agnostic capsule send / recv helpers on the handed-back socket for consumers (e.g. masque for RFC 9298 CONNECT-UDP).

CONNECT tunnels (RFC 9110 §9.3.6, RFC 9112 §3.2.3)
	Classic HTTP/1.1 CONNECT authority HTTP/1.1 requests reach the server as a regular {request, StreamId, <<"CONNECT">>, Authority, Headers} event. The request target is in authority-form (host:port or [ipv6]:port) and is surfaced verbatim in Path.
	Server handler replies with h1:accept_connect/3,4. The helper writes HTTP/1.1 200 Connection Established\r\n plus caller-supplied headers plus the terminating CRLF directly, then atomically hands the raw socket off to the caller. Return shape: {ok, Transport, Socket, Buffer} where Transport is gen_tcp or ssl and Buffer is any bytes the parser had already read past the request.
	No Connection: Upgrade / Upgrade: / Transfer-Encoding: chunked headers are injected: bytes past the blank line belong to the tunnel, not to an HTTP response body. Sequencing send_response/4 + a separate handoff would be wrong because send_response/4 defaults to chunked framing when no Content-Length is set.
	After a successful accept_connect, the gen_statem stops with {shutdown, connected} and leaves the socket open (owned by the caller). The owner also receives {h1, Conn, {connected, StreamId, Transport, Socket, Buffer}}.
	Error returns: {error, unknown_stream} (bogus StreamId), {error, response_already_sent} (after h1:send_response/4 on the same stream), {error, Reason} from the underlying send.
	Counterpart to accept_upgrade/3 for the 101 Switching Protocols case. Downstream use: erlang_masque's HTTP/1.1 CONNECT-TCP fallback.

Capsules (RFC 9297)
	h1_capsule:encode/2 and h1_capsule:decode/1 implement the Capsule-Protocol wire format (varint type + varint length + payload).
	h1_varint is a copy of the QUIC varint codec (1/2/4/8-byte forms).
	h1_upgrade:send_capsule/4 / recv_capsule/3,4 wrap these for gen_tcp and ssl sockets, keeping a caller-provided buffer so partial reads never drop bytes.
	Wire-compatible with h2_capsule in erlang_h2; the two modules exist as separate copies to avoid a cross-library runtime dependency.

API surface
Public module h1:
%% Client
h1:connect/2,3
h1:wait_connected/1,2
h1:request/2,3,4,5
h1:send_data/3,4
h1:send_trailers/3
h1:cancel/2,3
h1:cancel_stream/2,3
h1:set_stream_handler/3,4
h1:unset_stream_handler/2
h1:goaway/1,2
h1:close/1
h1:controlling_process/2

%% Server
h1:start_server/2,3
h1:stop_server/1
h1:server_port/1
h1:send_response/4

%% HTTP/1.1-specific
h1:upgrade/3,4
h1:accept_upgrade/3
h1:accept_connect/3,4
h1:continue/2
h1:pipeline/2

%% Inspection
h1:get_settings/1
h1:get_peer_settings/1
The export list mirrors h2 and quic_h3 where semantics overlap. H1-specific primitives (upgrade, accept_upgrade, continue, pipeline) cover what h2 and h3 have no equivalent of.
Events to the owner process
{h1, Conn, connected}
{h1, Conn, {request,       StreamId, Method, Path, Headers}}       %% server mode
{h1, Conn, {response,      StreamId, Status, Headers}}             %% client mode
{h1, Conn, {informational, StreamId, Status, Headers}}             %% 1xx interim
{h1, Conn, {data,          StreamId, Data, EndStream}}
{h1, Conn, {trailers,      StreamId, Headers}}
{h1, Conn, {upgrade,       StreamId, Proto, Method, Path, Headers}} %% server: peer asked for Upgrade
{h1, Conn, {upgraded,      StreamId, Proto, Socket, Buffer, Headers}} %% after 101
{h1, Conn, {connected,     StreamId, Transport, Socket, Buffer}}     %% after CONNECT 200
{h1, Conn, {stream_reset,  StreamId, Reason}}
{h1, Conn, {goaway,        LastStreamId, Reason}}
{h1, Conn, {closed,        Reason}}
Identical shape to h2 and quic_h3 except for upgrade / upgraded (H1-only). Per-stream events (data, trailers, stream_reset) route to the pid registered via h1:set_stream_handler/3,4 if set, otherwise to the connection owner.
Inside the server, h1_server re-routes {h1, Conn, {data, …}} / {trailers, …} as {h1_stream, StreamId, …} messages to the spawned handler process — the same shape body handlers use to collect POST / chunked uploads.
TLS
	Advertised via {alpn_advertised_protocols, [<<"http/1.1">>]} on the client and {alpn_preferred_protocols, [<<"http/1.1">>]} on the server listen socket.
	TLS handshake is deferred to the connection process (not blocking the acceptor).
	Client defaults: {verify, verify_peer} plus OS trust store via public_key:cacerts_get/0 plus hostname verification via public_key:pkix_verify_hostname_match_fun(https). SNI is set automatically when the connect host is a DNS name (not an IP literal). Callers that explicitly pass ssl_opts can opt out of any of these — the user list wins on every key.

Intentionally out of scope
	HTTP/0.9. Not parsed, not generated.
	Upgrade: h2c cleartext negotiation to HTTP/2 — deprecated by RFC 9113. Use ALPN with h2 (or h2c via prior knowledge) in the h2 library instead.
	Server push, ETag / caching policy, content coding (gzip, br, …). The library ships the messages as-is; compression is a caller concern.
	Proxy-specific semantics beyond the Upgrade and CONNECT 200 primitives (routing to upstream hosts, forward-proxy ACLs, Proxy-Authorization handling). The accept_upgrade and accept_connect helpers give downstream libraries (masque, custom forward proxies) the socket after a successful handshake; everything beyond that belongs in the proxy library.
	WebSocket framing on top of an Upgraded connection — Upgrade: websocket is parsed and the handshake is exposed, but the ws frame layer is out of scope here. Layer it on top of the handed-back socket with a dedicated library.

Internal modules
	Module	Role
	h1	Public API (client + server).
	h1_connection	gen_statem owning the socket; one process per connection.
	h1_app / h1_sup	Application callback and top-level supervisor (simple_one_for_one parent of listeners).
	h1_listener	Per-server process: owns the listen socket and the acceptor pool.
	h1_acceptor	Bare accept/1 loop. Spawns an h1_server per accepted socket.
	h1_server	Per-connection loop: spawns one handler process per request, serialises requests for pipelined response order.
	h1_client	Client-side connect + socket handoff to h1_connection.
	h1_parse / h1_parse_erl	Streaming request/response parser with chunked + trailer support.
	h1_message	Request/response/chunk/trailer encoder, framing selection.
	h1_upgrade	RFC 9297 capsule helpers on the post-handoff raw socket.
	h1_capsule / h1_varint	RFC 9297 wire format.
	h1_error	Reason-code mappings.

Testing
	rebar3 eunit — 52 EUnit tests plus 4 PropEr roundtrip properties.
	rebar3 ct --suite=test/h1_parse_SUITE — 24 streaming-parser cases (request, response, chunked, trailers, limits).
	rebar3 ct --suite=test/h1_message_SUITE — 12 encoder cases.
	rebar3 ct --suite=test/h1_capsule_SUITE — 9 capsule encode/decode cases.
	rebar3 ct --suite=test/h1_connection_SUITE — 13 loopback gen_statem cases: GET / POST / chunked / trailers / keep-alive / pipelining / Expect / Upgrade / capsule exchange.
	rebar3 ct --suite=test/h1_e2e_SUITE — 8 cases through the public API over real TCP + TLS.
	rebar3 ct --suite=test/h1_upgrade_SUITE — 3 end-to-end upgrade cases with capsule framing.
	rebar3 ct --suite=test/h1_connect_SUITE — 8 end-to-end CONNECT cases (authority-form targets, IPv6, ExtraHeaders round-trip, no-chunked-framing probe, socket ownership after handoff, {shutdown, connected} termination, error paths).
	rebar3 ct --suite=test/h1_interop_SUITE — curl / python3 / nginx probes, skipped when the binary is absent.
	rebar3 dialyzer — clean.



  

    Using h1 with Ranch

Ranch is the de-facto acceptor pool / connection supervisor for Erlang. If your application already uses Ranch (for example, because Cowboy runs HTTP/2 / WebSockets on the same port, or because you want Ranch's draining and metrics), plug h1_connection directly into a Ranch protocol module — Ranch owns the listen socket, you own HTTP/1.1 semantics.
This document walks through the pieces: the minimal protocol module, how h1_connection takes over the socket, a production-shaped version with configurable handlers and TLS, and how to multiplex h1 and h2 on the same TLS listener via ALPN.
Contents
	When to use Ranch over h1:start_server
	Dependencies
	The minimal protocol
	How the socket handoff works
	A production-shaped protocol
	Starting the listener
	Handling request bodies concurrently
	Handling Upgrade through Ranch
	ALPN: h1 and h2 on the same port
	Graceful shutdown
	Gotchas

When to use Ranch over h1:start_server
h1:start_server/2,3 is a perfectly good listener — it opens a listen socket, runs an acceptor pool, spawns per-connection state machines. Reach for Ranch when:
	You already have a Ranch-based application and want one consistent acceptor/pool story.
	You want ALPN-driven multiplexing of h1 and h2 (Cowboy + this library) on a single TLS port.
	You need Ranch's built-in draining, ranch:procs/2, or the suspend_listener/resume_listener controls.
	You want per-connection metrics hooked into Ranch's ranch_proxy_header, transport filters, etc.

For everything else, the built-in h1:start_server/2,3 is simpler and has the same TLS hardening built in.
Dependencies
%% rebar.config
{deps, [
    {h1, "0.1.0", {git, "https://github.com/benoitc/erlang_h1.git", {tag, "0.1.0"}}},
    {ranch, "2.1.0"}
]}.
Ranch 2.x is assumed. The API shape hasn't changed for years, so 2.0+ all work.
The minimal protocol
A Ranch protocol module is a callback module exporting start_link/3. It gets called for each accepted connection, receives the Ranch Ref, the Ranch transport module (ranch_tcp / ranch_ssl), and the protocol-specific options map.
-module(h1_ranch_protocol).
-behaviour(ranch_protocol).

-export([start_link/3]).
-export([init/3]).

start_link(Ref, Transport, Opts) ->
    Pid = spawn_link(?MODULE, init, [Ref, Transport, Opts]),
    {ok, Pid}.

init(Ref, Transport, #{handler := Handler} = Opts) ->
    process_flag(trap_exit, true),
    {ok, Socket} = ranch:handshake(Ref),
    TransportMod = case Transport of
        ranch_ssl -> ssl;
        ranch_tcp -> gen_tcp
    end,
    ConnOpts = maps:without([handler], Opts),
    {ok, Conn} = h1_connection:start_link(server, Socket, self(), ConnOpts),
    ok = TransportMod:controlling_process(Socket, Conn),
    _ = h1_connection:activate(Conn),
    loop(Conn, Handler).

loop(Conn, Handler) ->
    receive
        {h1, Conn, {request, Id, M, P, Hs}} ->
            invoke(Handler, Conn, Id, M, P, Hs),
            loop(Conn, Handler);
        {h1, Conn, {upgrade, Id, _Proto, M, P, Hs}} ->
            %% Same callback; the handler looks at the Upgrade header
            %% and calls h1:accept_upgrade/3 if it wants to switch.
            invoke(Handler, Conn, Id, M, P, Hs),
            loop(Conn, Handler);
        {h1, Conn, {closed, _}} -> ok;
        {'EXIT', Conn, _}       -> ok;
        _Other                  -> loop(Conn, Handler)
    end.

invoke(Fun, Conn, Id, M, P, Hs) when is_function(Fun, 5) ->
    spawn(fun() -> Fun(Conn, Id, M, P, Hs) end);
invoke(Mod, Conn, Id, M, P, Hs) when is_atom(Mod) ->
    spawn(fun() -> Mod:handle_request(Conn, Id, M, P, Hs) end).
That's enough to serve traffic. Note the two things h1_connection requires and nothing else:
	Socket ownership: call controlling_process/2 on the appropriate transport module after h1_connection:start_link returns. The connection process must own the socket before it starts reading.
	Activation: call h1_connection:activate/1 to flip the socket to {active, once} mode and start the parser.

Everything else (parse, drive the state machine, emit events) is handled for you.
How the socket handoff works
┌────────┐ 1. transport_accept  ┌──────────────┐
│ Ranch  │─────────────────────►│ protocol pid │
│        │                      │ (your init)  │
└────────┘                      └──────┬───────┘
                                       │ 2. h1_connection:start_link/4
                                       ▼
                                ┌──────────────┐
                                │ h1_connection│
                                │ (gen_statem) │
                                └──────┬───────┘
                                       │ 3. Transport:controlling_process(Sock, Conn)
                                       ▼
                                ┌──────────────┐
                                │ owns socket  │
                                └──────┬───────┘
                                       │ 4. h1_connection:activate(Conn)
                                       ▼
                                    parser starts
The protocol process (your init/3 + loop/2) remains the owner of the connection. Protocol events ({h1, Conn, …}) are delivered to it — that's the self() passed as the Owner argument to start_link/4. If you want a different pid to receive events (e.g. a dedicated router), pass it explicitly:
{ok, Conn} = h1_connection:start_link(server, Socket, RouterPid, #{}).
A production-shaped protocol
Real deployments want configurable handlers, per-connection limits, correct handler supervision, and clean teardown on both Ranch- and h1-initiated shutdowns.
-module(my_app_h1_protocol).
-behaviour(ranch_protocol).

-export([start_link/3]).
-export([init/3]).

-record(state, {
    conn    :: pid(),
    handler :: fun() | module(),
    pending = #{} :: #{h1:stream_id() => pid()}
}).

start_link(Ref, Transport, Opts) ->
    Pid = spawn_link(?MODULE, init, [Ref, Transport, Opts]),
    {ok, Pid}.

init(Ref, Transport, #{handler := Handler} = Opts) ->
    process_flag(trap_exit, true),
    {ok, Socket} = ranch:handshake(Ref),
    TransportMod = case Transport of
        ranch_ssl -> ssl;
        ranch_tcp -> gen_tcp
    end,
    ConnOpts = maps:with(
        [idle_timeout, request_timeout, max_keepalive_requests,
         max_body_size, max_line_length, max_header_name_size,
         max_header_value_size, max_headers, pipeline],
        Opts),
    {ok, Conn} = h1_connection:start_link(server, Socket, self(), ConnOpts),
    case TransportMod:controlling_process(Socket, Conn) of
        ok ->
            ok = h1_connection:activate(Conn),
            loop(#state{conn = Conn, handler = Handler});
        {error, Reason} ->
            catch h1_connection:close(Conn),
            exit({controlling_process, Reason})
    end.

loop(#state{conn = Conn, handler = Handler, pending = Pending} = S) ->
    receive
        {h1, Conn, {request, Id, Method, Path, Headers}} ->
            Pid = spawn_handler(Handler, Conn, Id, Method, Path, Headers),
            loop(S#state{pending = Pending#{Id => Pid}});
        {h1, Conn, {upgrade, Id, _Proto, Method, Path, Headers}} ->
            Pid = spawn_handler(Handler, Conn, Id, Method, Path, Headers),
            loop(S#state{pending = Pending#{Id => Pid}});
        {h1, Conn, {data, Id, Data, End}} ->
            forward(Pending, Id, {data, Data, End}),
            loop(S);
        {h1, Conn, {trailers, Id, Tr}} ->
            forward(Pending, Id, {trailers, Tr}),
            loop(S);
        {h1, Conn, {stream_reset, Id, Reason}} ->
            forward(Pending, Id, {stream_reset, Reason}),
            loop(S#state{pending = maps:remove(Id, Pending)});
        {h1, Conn, {closed, _}} -> terminate(S);
        {'EXIT', Conn, _}       -> terminate(S);
        {'DOWN', _, process, Pid, _} ->
            %% Handler exited; drop it from Pending.
            P2 = maps:filter(fun(_, V) -> V =/= Pid end, Pending),
            loop(S#state{pending = P2});
        _ ->
            loop(S)
    end.

spawn_handler(Handler, Conn, Id, Method, Path, Headers) ->
    Parent = self(),
    {Pid, _} = spawn_monitor(fun() ->
        register_stream(Parent, Id, self()),
        try invoke(Handler, Conn, Id, Method, Path, Headers)
        catch Class:Reason:Stack ->
            error_logger:error_msg("h1 handler crash ~p:~p~n~p~n",
                                   [Class, Reason, Stack]),
            catch h1:send_response(Conn, Id, 500,
                [{<<"content-length">>, <<"21">>},
                 {<<"content-type">>, <<"text/plain">>}]),
            catch h1:send_data(Conn, Id, <<"Internal Server Error">>, true)
        end
    end),
    Pid.

invoke(Fun, Conn, Id, M, P, Hs) when is_function(Fun, 5) ->
    Fun(Conn, Id, M, P, Hs);
invoke(Mod, Conn, Id, M, P, Hs) when is_atom(Mod) ->
    Mod:handle_request(Conn, Id, M, P, Hs).

register_stream(_Parent, _Id, _Pid) -> ok.  %% no-op; pending map is our own.

forward(Pending, Id, Msg) ->
    case maps:find(Id, Pending) of
        {ok, Pid} -> Pid ! {h1_stream, Id, Msg};
        error     -> ok
    end.

terminate(#state{conn = Conn, pending = Pending}) ->
    _ = [exit(P, shutdown) || P <- maps:values(Pending)],
    catch h1_connection:close(Conn),
    ok.
Key differences from the minimal version:
	Per-request handler process via spawn_monitor, so one slow or crashing handler doesn't block the connection loop. The stream events (data, trailers, stream_reset) arrive at the protocol process and are forwarded to the handler as {h1_stream, Id, _} messages — the same shape h1_server uses, so handler code is portable between h1:start_server and the Ranch wrapper.
	Forwarded body events: the handler collects {h1_stream, Id, {data, _, _}} / {trailers, _} to consume POST / chunked uploads.
	Crash-safety: if the user handler blows up, we still emit a 500 response and log the crash instead of letting the protocol process die silently.
	Clean teardown via terminate/1: on either socket close or h1_connection exit we kill pending handler processes and close the connection.

Pipelining note
The minimal version above forwards {request, …} events as soon as they arrive, so multiple in-flight handlers could race on the socket. That breaks RFC 9112 §9.3 ordering. If you want pipelined requests handled correctly, block the loop on the current handler exiting before accepting the next request — that's exactly what the in-tree h1_server does. Copy its pump/5 pattern:
loop(#state{conn = Conn, handler = Handler}) ->
    receive
        {h1, Conn, {request, Id, M, P, Hs}} ->
            {Pid, MRef} = start_handler(Handler, Conn, Id, M, P, Hs),
            pump(Conn, Handler, Pid, MRef, Id);
        {h1, Conn, {closed, _}} -> ok
    end.

pump(Conn, Handler, Pid, MRef, Id) ->
    receive
        {h1, Conn, {data, Id, D, E}}    -> Pid ! {h1_stream, Id, {data, D, E}}, pump(Conn, Handler, Pid, MRef, Id);
        {h1, Conn, {trailers, Id, Tr}}  -> Pid ! {h1_stream, Id, {trailers, Tr}}, pump(Conn, Handler, Pid, MRef, Id);
        {'DOWN', MRef, process, Pid, _} -> loop(#state{conn = Conn, handler = Handler});
        {h1, Conn, {closed, _}}         -> ok
    end.
Handlers still run concurrently across connections; what's serialised is "next request on this connection waits until the prior handler exits."
Starting the listener
Bind your protocol module to a Ranch listener:
%% Plain TCP
{ok, _} = ranch:start_listener(my_h1,
    ranch_tcp,
    #{socket_opts => [{port, 8080}]},
    my_app_h1_protocol,
    #{handler => fun my_app:handle/5,
      idle_timeout => 60_000,
      request_timeout => 30_000,
      max_body_size => 16#400000}).  %% 4 MB

%% TLS
{ok, _} = ranch:start_listener(my_h1_tls,
    ranch_ssl,
    #{socket_opts => [
        {port, 8443},
        {certfile, "priv/cert.pem"},
        {keyfile, "priv/key.pem"},
        {alpn_preferred_protocols, [<<"http/1.1">>]}
    ]},
    my_app_h1_protocol,
    #{handler => my_app_handler}).
Stop it:
ok = ranch:stop_listener(my_h1).
Bound port:
Port = ranch:get_port(my_h1).
Handling request bodies concurrently
The production-shaped protocol forwards {data, _, _} / {trailers, _} to the handler pid, so request bodies can be drained with receive in the handler:
handle(Conn, Id, <<"POST">>, <<"/upload">>, Headers) ->
    Limit = case proplists:get_value(<<"content-length">>, Headers) of
        undefined -> 0;
        V -> binary_to_integer(V)
    end,
    Body = collect_body(Id, 0, Limit, <<>>),
    h1:send_response(Conn, Id, 201,
        [{<<"content-length">>, integer_to_binary(byte_size(Body))}]),
    h1:send_data(Conn, Id, Body, true).

collect_body(_Id, N, Limit, Acc) when N >= Limit -> Acc;
collect_body(Id, N, Limit, Acc) ->
    receive
        {h1_stream, Id, {data, D, true}}  -> <<Acc/binary, D/binary>>;
        {h1_stream, Id, {data, D, false}} -> collect_body(Id, N + byte_size(D), Limit, <<Acc/binary, D/binary>>);
        {h1_stream, Id, {trailers, _}}    -> Acc
    after 30_000 ->
        %% handler timeout; connection timers will also catch this
        Acc
    end.
If you prefer a fully async, callback-per-chunk model, register a different process as the stream handler with h1_connection:set_stream_handler/3 from inside the request handler:
handle(Conn, Id, <<"POST">>, _, _) ->
    Worker = spawn_link(fun() -> body_worker(Conn, Id) end),
    _ = h1_connection:set_stream_handler(Conn, Id, Worker),
    ok.

body_worker(Conn, Id) ->
    receive
        {h1, Conn, {data, Id, D, true}} ->
            Hash = crypto:hash(sha256, D),
            h1:send_response(Conn, Id, 200,
                [{<<"content-length">>, <<"32">>}]),
            h1:send_data(Conn, Id, Hash, true);
        {h1, Conn, {data, Id, _, false}} ->
            body_worker(Conn, Id)
    end.
set_stream_handler takes the per-stream events off the connection owner's mailbox and delivers them to the given pid directly, without the protocol loop's forwarder in the path.
Handling Upgrade through Ranch
The {upgrade, …} event is surfaced the same way {request, …} is, and the handler can call h1:accept_upgrade/3 to switch protocols. After a successful upgrade, h1_connection stops with {shutdown, upgraded}, transfers the socket to the caller of accept_upgrade, and emits {upgraded, …} to the protocol owner. The protocol process should simply exit when it sees that event:
{h1, Conn, {upgraded, _Id, _Proto, _Sock, _Buf, _Hdrs}} ->
    ok;  %% the handler owns the socket now; our loop is done.
ALPN: h1 and h2 on the same port
To serve both HTTP/1.1 and HTTP/2 from one TLS listener, advertise both protocols and dispatch by negotiated ALPN:
-module(multiplex_protocol).
-behaviour(ranch_protocol).
-export([start_link/3]).

start_link(Ref, ranch_ssl, Opts) ->
    {ok, spawn_link(fun() -> init(Ref, Opts) end)}.

init(Ref, Opts) ->
    {ok, Socket} = ranch:handshake(Ref),
    case ssl:negotiated_protocol(Socket) of
        {ok, <<"h2">>} ->
            ok = ssl:controlling_process(Socket, self()),
            cowboy_http2_protocol:init(Ref, ranch_ssl, Opts);
        {ok, <<"http/1.1">>} ->
            my_app_h1_protocol:init(Ref, ranch_ssl, Opts);
        {error, protocol_not_negotiated} ->
            my_app_h1_protocol:init(Ref, ranch_ssl, Opts);
        _ ->
            ssl:close(Socket)
    end.
Ranch listener opts:
{ok, _} = ranch:start_listener(multiplex, ranch_ssl,
    #{socket_opts => [
        {port, 8443},
        {certfile, "cert.pem"},
        {keyfile, "key.pem"},
        {alpn_preferred_protocols, [<<"h2">>, <<"http/1.1">>]}
    ]},
    multiplex_protocol,
    HandlerOpts).
TLS picks one protocol per connection; the protocol module routes to the right library.
Graceful shutdown
Ranch already supports drain-on-stop: ranch:stop_listener/1 stops accepting new connections and can wait for the existing ones to finish. Because each accepted connection is a child of Ranch's connection supervisor, and your protocol process exits normally when h1_connection closes, no extra wiring is needed. If you want to hurry existing connections along, you can send each of them a signal:
Conns = ranch:procs(my_h1, connections),
[begin
    Conn = find_h1_conn(ProtoPid),
    h1:goaway(Conn)  %% marks Connection: close on next response and shuts after drain
 end || ProtoPid <- Conns].
The h1:goaway/1,2 call sets the Connection: close advertisement on the next response block, causing the state machine to shut once the current exchange finishes.
Gotchas
	Socket ownership timing. controlling_process/2 must be called on the right transport module (gen_tcp for TCP, ssl for TLS). Mis-match and the transfer silently fails. Using Transport:controlling_process(Socket, Pid) where Transport is the alias module (ranch_tcp / ranch_ssl) also works — the function is re-exported — but be consistent.
	Activation before reading. Don't skip h1_connection:activate(Conn). The connection starts in passive mode; without the activate call it will never read from the socket and your clients will sit idle.
	Process linking. h1_connection:start_link/4 links the connection to the calling process. If you don't trap exits, a connection error kills your protocol loop — usually what you want. If you do trap, handle {'EXIT', Conn, Reason} explicitly.
	TLS handshake cost. ranch:handshake/1 completes the TLS handshake before your init/3 sees the socket. If you care about per-connection cost at scale, raise Ranch's acceptor pool (num_acceptors) rather than hoping the handshake is cheap.
	Max request sizes are per-connection options. max_body_size, max_line_length, max_header_* are set at connection-start time via the conn_opts map. Changing them at runtime requires a new connection.
	Ranch transport option shape. In Ranch 2.x the socket options live under socket_opts, not at the top of the listener opts. Putting certfile at the top level produces {error, bad_socket} at listen time.

See also
	h1:start_server/2,3 for the in-tree listener with the same acceptor pattern.
	Upgrade + capsules for the 101 handshake API.
	Events reference for the full list of {h1, Conn, _} messages.
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Toggle request pipelining on a client connection.

  



  
    
      
    
    
      request(Conn, Headers)



        
          
        

    

  


  

      

          -spec request(connection(), headers()) -> {ok, stream_id()} | {error, term()}.
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          -spec respond(connection(), stream_id(), status(), headers(), iodata()) -> ok | {error, term()}.


      


Server: send a complete response (status, headers, and body) in a single socket write and end the stream. A Content-Length is added when the headers carry neither Content-Length nor Transfer-Encoding, so the body is sent fixed-length rather than chunked. Use this for fully-known bodies; use send_response/4 + send_data/4 for streaming.
If the request body has not been fully received when this is called (an early response, e.g. rejecting an oversized upload with 413), h1 adds Connection: close, sends the response, then drains and discards the rest of the inbound body before closing the socket. The response is delivered cleanly and the connection is not reused. The drain is bounded by the listener's early_response_drain budget (default {infinity, 30000}).

  



  
    
      
    
    
      respond(Conn, StreamId, Status, Headers, Body, Opts)



        
          
        

    

  


  

      

          -spec respond(connection(), stream_id(), status(), headers(), iodata(), respond_opts()) ->
                 ok | {error, term()}.


      


As respond/5, with per-response options. early_response_drain overrides the listener's drain budget for this response only: pass a larger {MaxBytes, MaxMs} to a known-large upload endpoint, or 0 to close immediately without draining.

  



  
    
      
    
    
      send_data(Conn, StreamId, Data)



        
          
        

    

  


  

      

          -spec send_data(connection(), stream_id(), binary()) -> ok | {error, term()}.


      



  



  
    
      
    
    
      send_data(Conn, StreamId, Data, EndStream)



        
          
        

    

  


  

      

          -spec send_data(connection(), stream_id(), binary(), boolean()) -> ok | {error, term()}.


      


Send a body chunk. With EndStream = true the stream is ended; if the request body was not fully received first (server side), h1 advertises Connection: close and drains the remaining inbound body before closing, as for respond/5.

  



  
    
      
    
    
      send_response(Conn, StreamId, Status, Headers)



        
          
        

    

  


  

      

          -spec send_response(connection(), stream_id(), status(), headers()) -> ok | {error, term()}.


      



  



  
    
      
    
    
      send_trailers(Conn, StreamId, Trailers)



        
          
        

    

  


  

      

          -spec send_trailers(connection(), stream_id(), headers()) -> ok | {error, term()}.


      



  



  
    
      
    
    
      server_port(_)



        
          
        

    

  


  

      

          -spec server_port(server_ref()) -> inet:port_number().


      



  



  
    
      
    
    
      set_stream_handler(Conn, StreamId, Pid)



        
          
        

    

  


  

      

          -spec set_stream_handler(connection(), stream_id(), pid()) -> ok | {error, term()}.


      



  



  
    
      
    
    
      set_stream_handler(Conn, StreamId, Pid, Opts)



        
          
        

    

  


  

      

          -spec set_stream_handler(connection(), stream_id(), pid(), map()) -> ok | {error, term()}.


      



  



  
    
      
    
    
      start_server(Port, Opts)



        
          
        

    

  


  

      

          -spec start_server(inet:port_number(), server_opts()) -> {ok, server_ref()} | {error, term()}.


      



  



  
    
      
    
    
      start_server(Name, Port, Opts)



        
          
        

    

  


  

      

          -spec start_server(atom(), inet:port_number(), server_opts()) -> {ok, server_ref()} | {error, term()}.


      



  



  
    
      
    
    
      stop_server(ServerRef)



        
          
        

    

  


  

      

          -spec stop_server(server_ref()) -> ok.


      



  



  
    
      
    
    
      unset_stream_handler(Conn, StreamId)



        
          
        

    

  


  

      

          -spec unset_stream_handler(connection(), stream_id()) -> ok.


      



  



  
    
      
    
    
      upgrade(Conn, Protocol, Headers)



        
          
        

    

  


  

      

          -spec upgrade(connection(), binary(), headers()) ->
                 {ok, stream_id(), term(), binary(), headers()} | {error, term()}.


      


Client: send an Upgrade request and wait for 101 Switching Protocols.

  



  
    
      
    
    
      upgrade(Conn, Protocol, Headers, Timeout)



        
          
        

    

  


  

      

          -spec upgrade(connection(), binary(), headers(), timeout()) ->
                 {ok, stream_id(), term(), binary(), headers()} | {error, term()}.


      



  



  
    
      
    
    
      wait_connected(Conn)



        
          
        

    

  


  

      

          -spec wait_connected(connection()) -> ok | {error, term()}.


      



  



  
    
      
    
    
      wait_connected(Conn, Timeout)



        
          
        

    

  


  

      

          -spec wait_connected(connection(), timeout()) -> ok | {error, term()}.


      



  


        

      


  

    
h1_acceptor 
    



      
HTTP/1.1 acceptor loop.
One lightweight process per acceptor. Blocks on accept against a shared listen socket, spawns a server loop for each accepted connection, and transfers socket ownership to it.
The TLS handshake runs inside the server-loop process (not here) so one slow handshake never blocks the accept queue.
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    Types
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        transport/0

      


    





  
    Functions
  


    
      
        loop(Args)

      


    


    
      
        start_link(Args)

      


    





      


      
        Types


        


  
    
      
    
    
      args/0



        
          
        

    

  


  

      

          -type args() ::
          #{transport := transport(),
            listen_socket := term(),
            handler := term(),
            conn_opts := map(),
            server_opts := map()}.


      



  



  
    
      
    
    
      transport/0



        
          
        

    

  


  

      

          -type transport() :: gen_tcp | ssl.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      loop(Args)



        
          
        

    

  


  

      

          -spec loop(args()) -> no_return().


      



  



  
    
      
    
    
      start_link(Args)



        
          
        

    

  


  

      

          -spec start_link(args()) -> {ok, pid()}.


      



  


        

      


  

    
h1_app 
    




      
        Summary


  
    Functions
  


    
      
        start(Type, Args)

      


    


    
      
        stop(State)

      


    





      


      
        Functions


        


  
    
      
    
    
      start(Type, Args)



        
          
        

    

  


  


  



  
    
      
    
    
      stop(State)



        
          
        

    

  


  


  


        

      


  

    
h1_capsule 
    



      
RFC 9297 Capsule Protocol codec over a byte stream.
Capsules convey control information inside any HTTP tunnel. Format:
+------------+------------+ | Type (i) | Length (i) | +------------+------------+ | Payload (*) | +-------------------------+
Type and Length are QUIC variable-length integers (RFC 9000 section 16).
This module is a pure codec: it owns no socket. Callers (including masque-over-H1) drive reads/writes themselves, feeding bytes in and retrieving capsules out. Identical wire format to h2_capsule and quic_h3_capsule so the three modules are interchangeable at the byte-stream level.

      


      
        Summary


  
    Types
  


    
      
        capsule/0

      


    


    
      
        capsule_type/0

      


    





  
    Functions
  


    
      
        datagram(Payload)

      


    


    
      
        decode(Bin)

      


    


    
      
        decode_all(Bin)

      


    


    
      
        decode_type(N)

      


    


    
      
        encode(Type, Payload)

      


    


    
      
        encode_type(_)

      


    





      


      
        Types


        


  
    
      
    
    
      capsule/0



        
          
        

    

  


  

      

          -type capsule() :: {Type :: capsule_type(), Payload :: binary()}.


      



  



  
    
      
    
    
      capsule_type/0



        
          
        

    

  


  

      

          -type capsule_type() :: non_neg_integer() | atom().


      



  


        

      

      
        Functions


        


  
    
      
    
    
      datagram(Payload)



        
          
        

    

  


  

      

          -spec datagram(binary()) -> capsule().


      



  



  
    
      
    
    
      decode(Bin)



        
          
        

    

  


  

      

          -spec decode(binary()) -> {ok, capsule(), binary()} | {more, pos_integer()} | {error, term()}.


      



  



  
    
      
    
    
      decode_all(Bin)



        
          
        

    

  


  

      

          -spec decode_all(binary()) -> {ok, [capsule()], binary()}.


      



  



  
    
      
    
    
      decode_type(N)



        
          
        

    

  


  

      

          -spec decode_type(non_neg_integer()) -> non_neg_integer() | atom().


      



  



  
    
      
    
    
      encode(Type, Payload)



        
          
        

    

  


  

      

          -spec encode(capsule_type(), binary()) -> binary().


      



  



  
    
      
    
    
      encode_type(_)



        
          
        

    

  


  

      

          -spec encode_type(atom()) -> non_neg_integer().


      



  


        

      


  

    
h1_client 
    



      
HTTP/1.1 client connect helpers.
Opens a TCP or TLS socket, starts an h1_connection in client mode, transfers socket ownership, activates the connection, and waits for the connected event (matching h2's connect/activate/wait_connected sequence).

      


      
        Summary


  
    Types
  


    
      
        host/0

      


    





  
    Functions
  


    
      
        connect(Host, Port, Opts)

      


    





      


      
        Types


        


  
    
      
    
    
      host/0



        
          
        

    

  


  

      

          -type host() :: string() | binary() | inet:ip_address().


      



  


        

      

      
        Functions


        


  
    
      
    
    
      connect(Host, Port, Opts)



        
          
        

    

  


  

      

          -spec connect(host(), inet:port_number(), map()) -> {ok, pid()} | {error, term()}.


      



  


        

      


  

    
h1_connection 
    



      
HTTP/1.1 connection gen_statem.
Owns a single TCP or TLS socket and drives the h1_parse_erl parser in both client and server modes. Emits protocol events to the owner pid (or a per-stream handler if set) using a tuple shape identical to erlang_h2 / erlang_quic_h3 so callers can swap protocols:
{h1, Conn, connected} {h1, Conn, {request, StreamId, Method, Path, Headers}} % server {h1, Conn, {response, StreamId, Status, Headers}} % client {h1, Conn, {informational, StreamId, Status, Headers}} % 1xx {h1, Conn, {data, StreamId, Data, EndStream}} {h1, Conn, {trailers, StreamId, Trailers}} {h1, Conn, {upgrade, StreamId, Protocol, Headers}} % server {h1, Conn, {upgraded, StreamId, Protocol, Sock, Buf, Hs}} % client {h1, Conn, {stream_reset, StreamId, Reason}} {h1, Conn, {goaway, LastStreamId, Reason}} {h1, Conn, {closed, Reason}}
Keep-alive, client-side pipelining, Expect: 100-continue, trailers and Upgrade (101 Switching Protocols) are all handled here.

      


      
        Summary


  
    Functions
  


    
      
        accept_connect(Pid, StreamId, ExtraHeaders)

      


        Server: reply 200 Connection Established to a classic HTTP/1.1 CONNECT and take ownership of the raw socket in one step. ExtraHeaders are written as-is; no Connection/Upgrade/framing headers are injected, so bytes after the terminating CRLF belong to the tunnel.



    


    
      
        accept_connect(Pid, StreamId, ExtraHeaders, Timeout)

      


    


    
      
        accept_upgrade(Pid, StreamId, ExtraHeaders)

      


        Server: reply to an upgrade request. Extra headers are added to the 101 response; Connection: upgrade + Upgrade: <token> are auto-added.



    


    
      
        activate(Pid)

      


    


    
      
        callback_mode()

      


    


    
      
        cancel_stream(Pid, StreamId)

      


        Abort a stream. Because H1 has no RST_STREAM equivalent, this advertises Connection: close and closes the socket once the current exchange is drained.



    


    
      
        cancel_stream(Pid, StreamId, Reason)

      


    


    
      
        close(Pid)

      


    


    
      
        code_change(OldVsn, State, Data, Extra)

      


    


    
      
        continue(Pid, StreamId)

      


        Server: emit a 100 Continue informational response.



    


    
      
        controlling_process(Pid, NewOwner)

      


    


    
      
        get_peer_settings(Pid)

      


    


    
      
        get_settings(Pid)

      


    


    
      
        handle_event(EventType, Msg, OtherState, State)

      


    


    
      
        init(_)

      


    


    
      
        respond(Pid, StreamId, Status, Headers, Body)

      


        Server: send a complete response (status, headers, body) in one socket write and end the stream.



    


    
      
        respond(Pid, StreamId, Status, Headers, Body, Opts)

      


        As respond/5, with per-response options. early_response_drain overrides the listener's early-response drain budget for this response (see drain_budget_from_opts/1 for accepted forms).



    


    
      
        send_data(Pid, StreamId, Data)

      


    


    
      
        send_data(Pid, StreamId, Data, EndStream)

      


    


    
      
        send_goaway(Pid)

      


        Advertise Connection: close on the next response (server) or on the next request (client), then shut the socket.



    


    
      
        send_goaway(Pid, Reason)

      


    


    
      
        send_request(Pid, Method, Path, Headers, Opts)

      


        Client: send a request. Headers should not include Host/Content-Length (they're auto-added). Returns the assigned stream id.



    


    
      
        send_request_with_body(Pid, Method, Path, Headers, Body)

      


    


    
      
        send_response(Pid, StreamId, Status, Headers)

      


        Server: send a response header block. If Headers does not include Content-Length or Transfer-Encoding, the caller is expected to follow up with chunked send_data/4 + send_trailers/3 / send_data with end_stream=true.



    


    
      
        send_trailers(Pid, StreamId, Trailers)

      


    


    
      
        set_pipeline(Pid, Enabled)

      


    


    
      
        set_stream_handler(Pid, StreamId, Handler)

      


    


    
      
        set_stream_handler(Pid, StreamId, Handler, Opts)

      


    


    
      
        start_link(_, Socket, Opts)

      


    


    
      
        start_link(Mode, Socket, Owner, Opts)

      


    


    
      
        terminate(Reason, State, _)

      


    


    
      
        unset_stream_handler(Pid, StreamId)

      


    


    
      
        upgrade(Pid, Protocol, Headers)

      


        Client: send an Upgrade request and block until either 101 arrives (returning the raw socket) or a non-101 response is received.



    


    
      
        upgrade(Pid, Protocol, Headers, Timeout)

      


    


    
      
        wait_connected(Pid)

      


    


    
      
        wait_connected(Pid, Timeout)

      


    





      


      
        Functions


        


  
    
      
    
    
      accept_connect(Pid, StreamId, ExtraHeaders)



        
          
        

    

  


  

Server: reply 200 Connection Established to a classic HTTP/1.1 CONNECT and take ownership of the raw socket in one step. ExtraHeaders are written as-is; no Connection/Upgrade/framing headers are injected, so bytes after the terminating CRLF belong to the tunnel.

  



  
    
      
    
    
      accept_connect(Pid, StreamId, ExtraHeaders, Timeout)



        
          
        

    

  


  


  



  
    
      
    
    
      accept_upgrade(Pid, StreamId, ExtraHeaders)



        
          
        

    

  


  

Server: reply to an upgrade request. Extra headers are added to the 101 response; Connection: upgrade + Upgrade: <token> are auto-added.

  



  
    
      
    
    
      activate(Pid)



        
          
        

    

  


  


  



  
    
      
    
    
      callback_mode()



        
          
        

    

  


  


  



  
    
      
    
    
      cancel_stream(Pid, StreamId)



        
          
        

    

  


  

Abort a stream. Because H1 has no RST_STREAM equivalent, this advertises Connection: close and closes the socket once the current exchange is drained.

  



  
    
      
    
    
      cancel_stream(Pid, StreamId, Reason)



        
          
        

    

  


  


  



  
    
      
    
    
      close(Pid)



        
          
        

    

  


  


  



  
    
      
    
    
      code_change(OldVsn, State, Data, Extra)



        
          
        

    

  


  


  



  
    
      
    
    
      continue(Pid, StreamId)



        
          
        

    

  


  

Server: emit a 100 Continue informational response.

  



  
    
      
    
    
      controlling_process(Pid, NewOwner)



        
          
        

    

  


  


  



  
    
      
    
    
      get_peer_settings(Pid)



        
          
        

    

  


  


  



  
    
      
    
    
      get_settings(Pid)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_event(EventType, Msg, OtherState, State)



        
          
        

    

  


  


  



  
    
      
    
    
      init(_)



        
          
        

    

  


  


  



  
    
      
    
    
      respond(Pid, StreamId, Status, Headers, Body)



        
          
        

    

  


  

Server: send a complete response (status, headers, body) in one socket write and end the stream.

  



  
    
      
    
    
      respond(Pid, StreamId, Status, Headers, Body, Opts)



        
          
        

    

  


  

As respond/5, with per-response options. early_response_drain overrides the listener's early-response drain budget for this response (see drain_budget_from_opts/1 for accepted forms).

  



  
    
      
    
    
      send_data(Pid, StreamId, Data)



        
          
        

    

  


  


  



  
    
      
    
    
      send_data(Pid, StreamId, Data, EndStream)



        
          
        

    

  


  


  



  
    
      
    
    
      send_goaway(Pid)



        
          
        

    

  


  

Advertise Connection: close on the next response (server) or on the next request (client), then shut the socket.

  



  
    
      
    
    
      send_goaway(Pid, Reason)



        
          
        

    

  


  


  



  
    
      
    
    
      send_request(Pid, Method, Path, Headers, Opts)



        
          
        

    

  


  

Client: send a request. Headers should not include Host/Content-Length (they're auto-added). Returns the assigned stream id.

  



  
    
      
    
    
      send_request_with_body(Pid, Method, Path, Headers, Body)



        
          
        

    

  


  


  



  
    
      
    
    
      send_response(Pid, StreamId, Status, Headers)



        
          
        

    

  


  

Server: send a response header block. If Headers does not include Content-Length or Transfer-Encoding, the caller is expected to follow up with chunked send_data/4 + send_trailers/3 / send_data with end_stream=true.

  



  
    
      
    
    
      send_trailers(Pid, StreamId, Trailers)



        
          
        

    

  


  


  



  
    
      
    
    
      set_pipeline(Pid, Enabled)



        
          
        

    

  


  


  



  
    
      
    
    
      set_stream_handler(Pid, StreamId, Handler)



        
          
        

    

  


  


  



  
    
      
    
    
      set_stream_handler(Pid, StreamId, Handler, Opts)



        
          
        

    

  


  


  



  
    
      
    
    
      start_link(_, Socket, Opts)



        
          
        

    

  


  


  



  
    
      
    
    
      start_link(Mode, Socket, Owner, Opts)



        
          
        

    

  


  


  



  
    
      
    
    
      terminate(Reason, State, _)



        
          
        

    

  


  


  



  
    
      
    
    
      unset_stream_handler(Pid, StreamId)



        
          
        

    

  


  


  



  
    
      
    
    
      upgrade(Pid, Protocol, Headers)



        
          
        

    

  


  

Client: send an Upgrade request and block until either 101 arrives (returning the raw socket) or a non-101 response is received.

  



  
    
      
    
    
      upgrade(Pid, Protocol, Headers, Timeout)



        
          
        

    

  


  


  



  
    
      
    
    
      wait_connected(Pid)



        
          
        

    

  


  


  



  
    
      
    
    
      wait_connected(Pid, Timeout)



        
          
        

    

  


  


  


        

      


  

    
h1_error 
    



      
HTTP/1.1 error reason classification.
H1 has no on-the-wire error code frame (unlike H2's RST_STREAM), so this module normalises the reason atoms the parser, connection, and encoder produce. Callers can map them to HTTP status codes or log messages via format/1.
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        conn_reason/0

      


    


    
      
        parse_reason/0

      


    


    
      
        reason/0

      


    





  
    Functions
  


    
      
        classify(_)

      


        Coarse-grained classification for logging and handler dispatch.



    


    
      
        format(Other)

      


        Human-readable description of an error reason.



    


    
      
        status(_)

      


        Suggested HTTP status code for a given error reason (server side).



    





      


      
        Types


        


  
    
      
    
    
      conn_reason/0



        
          
        

    

  


  

      

          -type conn_reason() ::
          request_timeout | idle_timeout | expect_timeout | peer_closed | upgrade_rejected |
          keepalive_limit_reached | pipeline_disabled | goaway_sent.


      



  



  
    
      
    
    
      parse_reason/0



        
          
        

    

  


  

      

          -type parse_reason() ::
          bad_request | line_too_long | invalid_method | invalid_uri | invalid_version |
          invalid_header_name | invalid_header_value | header_name_too_long | header_value_too_long |
          header_block_too_large | too_many_headers | invalid_chunk_size | chunk_size_too_long |
          chunk_too_large | invalid_chunk_terminator | conflicting_framing | body_too_large |
          method_too_long | uri_too_long.


      



  



  
    
      
    
    
      reason/0



        
          
        

    

  


  

      

          -type reason() :: parse_reason() | conn_reason() | {closed, term()} | term().


      



  


        

      

      
        Functions


        


  
    
      
    
    
      classify(_)



        
          
        

    

  


  

      

          -spec classify(reason()) -> parse_error | client_error | server_error | timeout | closed | other.


      


Coarse-grained classification for logging and handler dispatch.

  



  
    
      
    
    
      format(Other)



        
          
        

    

  


  

      

          -spec format(reason()) -> string().


      


Human-readable description of an error reason.

  



  
    
      
    
    
      status(_)



        
          
        

    

  


  

      

          -spec status(reason()) -> 400..599.


      


Suggested HTTP status code for a given error reason (server side).

  


        

      


  

    
h1_listener 
    



      
HTTP/1.1 listener: owns the listen socket and supervises the acceptor pool. Runs under h1_sup so the listener outlives the process that called h1:start_server/2.
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    Functions
  


    
      
        init(Parent, Args)

      


    


    
      
        start_link(Args)

      


    


    
      
        stop(Pid, Ref)
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      args/0



        
          
        

    

  


  

      

          -type args() ::
          #{transport := transport(),
            listen_socket := term(),
            acceptor_count := pos_integer(),
            ref := reference(),
            handler := term(),
            conn_opts := map(),
            server_opts := map()}.


      



  



  
    
      
    
    
      transport/0



        
          
        

    

  


  

      

          -type transport() :: gen_tcp | ssl.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      init(Parent, Args)



        
          
        

    

  


  


  



  
    
      
    
    
      start_link(Args)



        
          
        

    

  


  

      

          -spec start_link(args()) -> {ok, pid()}.


      



  



  
    
      
    
    
      stop(Pid, Ref)



        
          
        

    

  


  

      

          -spec stop(pid(), reference()) -> ok.


      



  


        

      


  

    
h1_message 
    



      
HTTP/1.1 message encoder.
Builds iolists suitable for direct use with gen_tcp:send / ssl:send. Covers: request line, status line, header block, chunked body frames, trailer block. Also helpers for Content-Length / Transfer-Encoding auto-selection.
Based on livery_resp.erl (enki-multimedia) with additions for client-side request building.
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        headers/0

      


    


    
      
        version/0

      


    





  
    Functions
  


    
      
        choose_framing(Body, Headers)

      


        Decide how to frame an outgoing message body.



    


    
      
        encode(Head, Headers, Body)

      


        Assemble a message from a head line, headers and body. Adds Content-Length when missing and body is not chunked.



    


    
      
        encode(Head, Headers, Body, Opts)

      


    


    
      
        encode_chunk(Data)

      


    


    
      
        encode_last_chunk()

      


    


    
      
        encode_last_chunk(Trailers)

      


    


    
      
        encode_request(Method, Path, Headers)

      


        Build a full request: request line + headers + body.



    


    
      
        encode_request(Method, Path, Headers, Body)

      


    


    
      
        encode_response(Status, Headers, Body)

      


        Build a full response: status line + headers + body. Auto-adds Content-Length when the body is fully known.



    


    
      
        encode_response(Status, Headers, Body, Version)
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          -spec choose_framing(iodata() | chunked | no_body, headers()) ->
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                        {chunked, headers()} |
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Decide how to frame an outgoing message body.
Returns {content_length, N, Headers} when Content-Length will be used (body is a fully-known binary/iodata), {chunked, Headers} when caller opted into streaming, or {no_body, Headers} for bodyless messages.
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          -spec encode(iodata(), headers(), iodata()) -> iodata().


      


Assemble a message from a head line, headers and body. Adds Content-Length when missing and body is not chunked.

  



  
    
      
    
    
      encode(Head, Headers, Body, Opts)



        
          
        

    

  


  

      

          -spec encode(iodata(), headers(), iodata(), map()) -> iodata().


      



  



  
    
      
    
    
      encode_chunk(Data)



        
          
        

    

  


  

      

          -spec encode_chunk(iodata()) -> iodata().


      



  



  
    
      
    
    
      encode_last_chunk()



        
          
        

    

  


  

      

          -spec encode_last_chunk() -> binary().


      



  



  
    
      
    
    
      encode_last_chunk(Trailers)



        
          
        

    

  


  

      

          -spec encode_last_chunk(headers()) -> iodata().


      



  



  
    
      
    
    
      encode_request(Method, Path, Headers)



        
          
        

    

  


  

      

          -spec encode_request(binary(), binary(), headers()) -> iodata().


      


Build a full request: request line + headers + body.

  



  
    
      
    
    
      encode_request(Method, Path, Headers, Body)



        
          
        

    

  


  

      

          -spec encode_request(binary(), binary(), headers(), iodata()) -> iodata().


      



  



  
    
      
    
    
      encode_response(Status, Headers, Body)



        
          
        

    

  


  

      

          -spec encode_response(non_neg_integer(), headers(), iodata()) -> iodata().


      


Build a full response: status line + headers + body. Auto-adds Content-Length when the body is fully known.

  



  
    
      
    
    
      encode_response(Status, Headers, Body, Version)



        
          
        

    

  


  

      

          -spec encode_response(non_neg_integer(), headers(), iodata(), version()) -> iodata().


      



  



  
    
      
    
    
      headers(Headers)



        
          
        

    

  


  

      

          -spec headers(headers()) -> iodata().


      



  



  
    
      
    
    
      is_valid_header_name(Bin)



        
          
        

    

  


  

      

          -spec is_valid_header_name(iodata()) -> boolean().


      



  



  
    
      
    
    
      is_valid_header_value(Bin)



        
          
        

    

  


  

      

          -spec is_valid_header_value(iodata()) -> boolean().
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          -spec status_text(non_neg_integer()) -> binary().
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HTTP/1.1 parser facade.
Dispatches to the pure-Erlang implementation in h1_parse_erl. A future NIF-backed implementation can slot in here without changing call sites.
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        Stateless chunk parser (livery style) — useful when caller drives the body loop directly.
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        parse_request(Data)

      


        Parse a full request head in one call (for callers who already have the complete bytes buffered). Returns path + query-string split.
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          -type body_result() ::
          {ok, binary(), parser()} |
          {trailer, {binary(), binary()}, parser()} |
          {more, parser()} |
          {more, parser(), binary()} |
          {done, binary()} |
          {error, term()}.
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          -type header_result() :: {headers_complete, parser()} | {header, {binary(), binary()}, parser()}.
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          -type http_method() :: binary().
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          -type http_reason() :: binary().
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          -type http_version() :: {non_neg_integer(), non_neg_integer()}.
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          -type parser() ::
          #h1_parser{type :: auto | request | response,
                     state :: on_first_line | on_header | on_body | on_trailers | on_junk | done,
                     buffer :: binary(),
                     version :: undefined | {non_neg_integer(), non_neg_integer()},
                     method :: undefined | binary(),
                     status :: undefined | 100..599,
                     partial_headers :: [{binary(), binary()}],
                     clen :: undefined | non_neg_integer() | bad_int | conflict,
                     te :: undefined | binary(),
                     connection :: undefined | binary(),
                     ctype :: undefined | binary(),
                     upgrade :: undefined | binary(),
                     expect :: undefined | binary(),
                     body_framing ::
                         undefined | no_body |
                         {content_length, non_neg_integer()} |
                         chunked | close_delimited,
                     body_state :: waiting | done | {stream, fun(), term(), fun()},
                     body_read :: non_neg_integer(),
                     max_line_length :: pos_integer(),
                     max_empty_lines :: non_neg_integer(),
                     max_header_name_size :: pos_integer(),
                     max_header_value_size :: pos_integer(),
                     max_headers :: pos_integer(),
                     max_body_size :: pos_integer() | infinity,
                     max_header_block_size :: pos_integer(),
                     empty_lines :: non_neg_integer(),
                     header_count :: non_neg_integer(),
                     header_bytes :: non_neg_integer()}.
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          -type parser_option() ::
          request | response | auto |
          {max_line_length, pos_integer()} |
          {max_empty_lines, non_neg_integer()} |
          {max_header_name_size, pos_integer()} |
          {max_header_value_size, pos_integer()} |
          {max_headers, pos_integer()} |
          {max_header_block_size, pos_integer()} |
          {max_body_size, pos_integer() | infinity} |
          {method, binary()} |
          {status, 100..599}.
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          {response, http_version(), status(), http_reason(), parser()} |
          {request, http_method(), uri(), http_version(), parser()} |
          {more, parser()} |
          header_result() |
          body_result() |
          {error, term()}.
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          {ok, http_method(), binary(), binary(), http_version(), [{binary(), binary()}], binary()} |
          {more, binary()} |
          {error, term()}.
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          {ok, http_version(), status(), http_reason(), [{binary(), binary()}], binary()} |
          {more, binary()} |
          {error, term()}.
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      finish(H1_parser)



        
          
        

    

  


  

      

          -spec finish(parser()) -> {done, binary()} | {error, term()}.
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      parse_chunk(Data)



        
          
        

    

  


  

Stateless chunk parser (livery style) — useful when caller drives the body loop directly.
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          -spec parse_request(binary()) -> request_result().


      


Parse a full request head in one call (for callers who already have the complete bytes buffered). Returns path + query-string split.
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h1_server 
    



      
HTTP/1.1 server connection loop.
Each accepted connection spawns an h1_server process. It owns the socket, performs the TLS handshake (in ssl mode), starts an h1_connection in server mode, and dispatches request events to the user handler.
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h1_upgrade 
    



      
HTTP/1.1 Upgrade + capsule passthrough helpers.
Upgrade handshake itself is done by h1_connection (client: h1:upgrade/3,4; server: h1:accept_upgrade/3). After a successful handshake the caller owns the raw socket and any leftover buffer.
This module provides the thin capsule-over-socket helpers a consumer (e.g. masque for RFC 9298 CONNECT-UDP) needs on that raw socket: framing a capsule and reading one back, with an incremental buffer so partial reads don't drop bytes.
The capsule wire format (RFC 9297) lives in h1_capsule. This module stays protocol-agnostic — it knows nothing about connect-udp, connect-ip, or any specific capsule type.
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        Read exactly one capsule from the socket, reusing any bytes already in Buffer. Returns the decoded capsule plus the leftover buffer, ready to be passed back into the next call.
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        Encode a capsule and send it on the raw socket.
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          -type capsule() :: {atom() | non_neg_integer(), binary()}.
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          -type socket() :: gen_tcp:socket() | ssl:sslsocket().
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          -spec recv_capsule(transport(), socket(), binary()) -> {ok, capsule(), binary()} | {error, term()}.


      


Read exactly one capsule from the socket, reusing any bytes already in Buffer. Returns the decoded capsule plus the leftover buffer, ready to be passed back into the next call.
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          -spec recv_capsule(transport(), socket(), binary(), timeout()) ->
                      {ok, capsule(), binary()} | {error, term()}.
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          -spec send_capsule(transport(), socket(), atom() | non_neg_integer(), iodata()) -> ok | {error, term()}.


      


Encode a capsule and send it on the raw socket.

  


        

      


  

    
h1_varint 
    



      
QUIC-style Variable-Length Integer Encoding (RFC 9000 Section 16)
Used by the HTTP Capsule Protocol (RFC 9297). Integers use a variable-length encoding with 1, 2, 4, or 8 bytes. The two most significant bits indicate the encoding length.
2MSB | Length | Usable Bits | Range -----|--------|-------------|------------------ 00 | 1 | 6 | 0-63 01 | 2 | 14 | 0-16383 10 | 4 | 30 | 0-1073741823 11 | 8 | 62 | 0-4611686018427387903
Adapted verbatim from erlang_h2/src/h2_varint.erl.
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      encode(N)



        
          
        

    

  


  

      

          -spec encode(non_neg_integer()) -> binary().
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          -spec encoded_size(non_neg_integer()) -> 1 | 2 | 4 | 8.
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